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Abstract 11 

Cross-modality image translation promises to provide multiple layers of biological information from a single 12 

image input, yet its practical application is stalled by a lack of interpretability and the inability to account for 13 

model imperfections. In silico labeling, the inference of organelle localization from label-free images, is a 14 

primary example where this black-box nature limits adoption. We present Mask Interpreter, a generalized 15 

method for semantic visual interpretability of image-to-image translation models. By uncovering organelle-16 

specific “explanation signatures”, Mask Interpreter validates that models rely on authentic biological structures 17 

rather than spurious artifacts. Beyond biological validation, it outperforms traditional explainable AI (xAI) 18 

approaches, identifies batch effects and localizes prediction errors when ground-truth fluorescence is unavailable. 19 

Semantic confidence modeling further provides fine-grained reliability assessment at single-cell resolution, 20 

enabling the automated exclusion of artifacts from downstream analyses. By bridging the gap between 21 

computational inference and meaningful biological features, Mask Interpreter transforms in silico labeling into a 22 

reliable tool for scientific discovery across diverse biomedical imaging modalities.   23 
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Introduction 24 

Cellular functions involve dynamic and coordinated rearrangements of subcellular organelles and cytoskeletal 25 

elements that define the cell’s architecture1,2. Thus, uncovering the complex mechanisms of cellular processes 26 

requires continuous measurements of a cell’s subcellular organization over time. However, the number of 27 

spectrally distinct fluorophores that can be imaged simultaneously in a live cell remains severely limited3. 28 

Furthermore, prolonged exposure times, greater imaging depths, or high laser intensities cause photobleaching 29 

and induce phototoxicity, altering natural cell physiology4–6. Even the attachment of a fluorescent label can 30 

disrupt protein structure, alter interactions with binding partners, or impede molecular kinetics, thereby 31 

interfering with natural function. Since the 1953 Nobel Prize to Frits Zernike, many label-free imaging methods 32 

have been developed for visualizing and measuring subcellular structures from their intrinsic optical properties. 33 

In 2018, two seminal studies demonstrated the computational translation of label-free transmitted light (bright-34 

field) microscopy images to synthetic organelle-specific fluorescent images7,8, a method coined as 'in silico 35 

labeling' or ‘virtual staining’9. These in silico labeling proof of concept studies have been replicated, and applied 36 

to new organelles, cell types, and imaging techniques10–21. In principle, in silico labeling has the potential to 37 

revolutionize cell biology by minimizing the need for fluorescent tags and reducing light exposure. Inferring 38 

multiple organelles computationally from label-free images enables longer-term, rapid monitoring of live cellular 39 

processes with substantially reduced photobleaching and phototoxicity9. However, the real-world application of 40 

in silico labeling is currently hindered by several limitations, most notably the risks associated with erroneous 41 

localizations, omitted organelles, and model hallucinations9,19,22. Thus, its routine deployment remains limited to 42 

date to experimental setups where models were optimized to highly specific conditions20 or to workflows that 43 

can tolerate errors, such as nuclei segmentation23 and high-content image-based screening12,24,25. 44 

Despite the transformative potential of in silico labeling, a fundamental barrier to widespread adoption remains: 45 

the "black box" nature of deep neural networks9,26. High performance metrics do not guarantee that a model has 46 

learned the underlying biological relationship between label-free structures and organelle localization27,28. Much 47 

like the classic "husky vs. wolf" dilemma, where a model appeared accurate only because it learned to associate 48 

snow in the background with wolves, in silico labeling models may rely on non-biological shortcuts, such as 49 

imaging artifacts or batch effects, rather than true subcellular signals29,30. This vulnerability is particularly acute 50 

when models encounter out-of-distribution data, where the biological state at inference differs from the 51 

conditions seen during training. Biological processes such as mitosis31,32, differentiation19, viral infection19, or 52 

cell death33,34, as well as transitions across cell types or responses to external perturbations (e.g., drug 53 

treatments)19,35–37, fundamentally alter a cell’s intracellular organization. Even subtler perturbations, such as 54 

variations in local cell density or experimental variability (batch effects), can reconfigure the spatial organization 55 

of organelles. These shifts change the underlying signal patterns captured in label-free images, which can break 56 
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the learned transformation and lead to erroneous localizations or hallucinations9,19,22. Furthermore, because 57 

ground-truth fluorescence is typically unavailable during practical inference, researchers lack a reliable way to 58 

verify these predictions or identify where the model’s logic has decoupled from the underlying biology. Without 59 

qualitative and quantitative interpretability to distinguish biologically grounded predictions from model failure, 60 

in silico labeling cannot yet be trusted for the systematic study of complex cellular processes. 61 

To bridge this gap, we present Mask Interpreter, a generalized method for the semantic visual interpretation of 62 

image-to-image translation models. Mask Interpreter uncovers stereotypical explanation signatures within label-63 

free images that drive organelle-specific predictions, revealing the internal logic that deep learning models use to 64 

map label-free optical signals to specific subcellular structures. By characterizing these signatures, we 65 

demonstrate that identifying anomalous explanation signatures provides a rigorous mechanism for uncovering 66 

hallucinations and batch effects without the need for fluorescence ground truth. Supervised quality assessment at 67 

inference provides fine-grained reliability metrics that identify where, when, and how in silico labeling succeeds 68 

or fails. Semantic confidence modeling allows for single-cell quality control, enabling the automated detection 69 

and exclusion of cells with underperforming in silico labeling. This ensures that downstream biological analyses 70 

are grounded exclusively in trustworthy in silico labeled cells, providing the oversight necessary to transform in 71 

silico labeling into a reliable tool for uncovering new biological insights in complex and dynamic cellular 72 

systems. Mask Interpreter is a generalized method for the semantic interpretation of image-to-image translation 73 

models that can be readily adapted to other domains in microscopy and beyond.   74 
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Results 75 

Mask Interpreter, a deep-learning model for visual explanations of image-to-image 76 

translation models 77 

We used the WTC-11 human induced pluripotent stem cells (hiPSC) Single-Cell Image Dataset v1, created by 78 

the Allen Institute. This dataset comprises 3D spinning-disk confocal images of hiPSC lines genetically edited to 79 

tag one of 25 key subcellular structures and organelles38 (hereafter collectively referred to as organelles). Each 80 

3D fluorescent image had a matching bright-field channel, and a reference nuclear (DNA) and membrane 81 

channels. We selected ten organelles with various cell localizations that span the range of in silico labeling 82 

performances: nucleoli, nuclear envelope, microtubules, actin filaments, mitochondria, plasma membrane, 83 

endoplasmic reticulum, DNA, actomyosin bundles and Golgi (Table S1). We reproduced the in silico labeling 84 

results of the corresponding organelles reported in Ounkomol et al.7 (Fig. S1) by training organelle-specific U-85 

Net convolutional neural networks39 to predict the three-dimensional fluorescence images from the 86 

corresponding bright-field image (Fig. 1A). 87 

We developed ‘Mask Interpreter’, a general-purpose interpretability method designed to identify the 88 

morphological features in a source modality that drive cross-modal translation. We applied this method to reveal 89 

the specific visual cues within bright-field images that enable the in silico labeling of an organelle’s location. 90 

Given a bright-field image and its corresponding organelle localization prediction according to a pre-trained in 91 

silico labeling model, Mask Interpreter generates an ‘importance mask’ explanation image, where voxels that are 92 

considered more important for the image-to-image translation are assigned higher values. The determination of a 93 

voxel’s “importance” is defined according to the deterioration of the in silico labeling following an alteration in 94 

the corresponding voxel in the bright-field image. Voxels with low importance values can be altered by adding 95 

noise to the bright-field images, without hampering the in silico labeling performance, while voxels of high 96 

importance must remain intact to avoid changes in the in silico labeling prediction (Fig. 1B).  97 

For training, Mask Interpreter requires a pre-trained in silico labeling model that remains frozen throughout the 98 

training and a dataset of bright-field images. Mask Interpreter is trained to optimize the weights of an image-to-99 

image translation U-NET architecture that maps a bright-field image and its corresponding in silico prediction to 100 

an importance mask (Fig. 1C). The voxels’ values in the importance mask estimate their contribution to the in 101 

silico prediction, and during training determine the amount of noise added to the bright-field image. The 102 

optimization involves minimizing both the accumulated voxels’ values in the importance mask along with the 103 

change in the in silico labeling prediction of the frozen model applied to the noisy bright-field image. More 104 

specifically, for a given bright-field image and a given importance mask, Mask Interpreter generates a noisy 105 

bright-field image by introducing Gaussian noise at each voxel according to its corresponding value in the 106 

importance mask. Voxels with higher importance values are introduced with less noise than voxels with lower 107 
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importance values creating voxels with higher and lower signal-to-noise ratios correspondingly (Fig. 1D). The 108 

noisy bright-field image is in silico labeled using the frozen model (Fig. 1E).  109 

The training relies on backpropagation optimization of three loss terms. The first two complementary loss terms 110 

ensure high-quality in silico prediction from the noise-perturbed bright-field image, and were inspired by Liu et 111 

al19. Specifically, the first loss term is the “target score” loss, enforcing structural fidelity of the in silico labeling 112 

from the noisy bright-field image. The target score loss sets the acceptable alteration of the in silico prediction of 113 

the noisy bright-field image with respect to the in silico prediction of the unperturbed bright-field image by 114 

enforcing a minimum Pearson correlation coefficient (PCC) of 0.9 between them (Methods). The second loss 115 

term, “similarity maximization”, enforces intensity consistency between in silico predictions derived from noisy 116 

and unperturbed bright-field images by minimizing the mean squared error (MSE) between them. The third loss 117 

term is the “mask minimization” that minimizes the integrated voxel values of the importance mask, thereby 118 

maximizing the amount of noise introduced into the bright-field image. Together, the target score loss and the 119 

similarity maximization loss ensure preservation of both structural features and intensity levels, confirming that 120 

the noise introduction does not substantially degrade the in silico labeling. Ablation experiments verified that all 121 

loss terms were necessary toward high quality reconstruction (Fig. S2).  122 

Upon inference, the trained Mask Interpreter model computes the importance mask as a quantitative measure of 123 

the relative importance of each voxel in the bright-field image to the final in silico labeling prediction. The 124 

importance mask can be automatically binary thresholded to highlight the bright-field image regions that are the 125 

most important for the in silico prediction (Methods), we call this binary image the ‘explanation signature’ (Fig. 126 

1F). These explanation signatures provide human interpretable visual cues of the image-regions that are essential 127 

for the in silico prediction26. 128 
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 129 
 130 

Figure 1. Interpreting in silico labeling using Mask Interpreter. (A) In silico labeling. Training (left): organelle-specific in silico 131 
labeling models are trained using matched label-free and their corresponding organelle-specific fluorescence images. Inference (right): 132 
pre-trained in silico labeling models are used to computationally translate each label-free image to multiple in silico labeled organelles’ 133 
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fluorescence images. (B) An example showing the nucleoli’s in silico labeling from the unperturbed bright-field image (top) and from 134 
the noisy bright-field image (bottom). The noisy image is generated by adding Gaussian noise to regions deemed less important by the 135 
Mask Interpreter’s derived importance mask. Arrows point to unimportant regions to which noise was added (red) and important 136 
regions that were kept intact (green). Note that both in silico labeled predictions are similar, indicating that the in silico labeling model 137 
primarily relies on the regions in the bright-free that were deemed as important by Mask Interpreter. Scale bar = 20 μm. (C-F) 138 
Schematic of the Mask Interpreter training and inference pipeline. (C) Importance Mask: The bright-field image is passed through the 139 
pre-trained (frozen) in silico labeling model to generate the predicted fluorescence image. The Mask Interpreter then uses the bright-140 
field image and the corresponding prediction to generate a pixel-wise importance mask . Scale bar = 20 μm. (D) Noise Application: The 141 
noisy bright-field image is constructed by using the importance mask (IM), Gaussian noise (𝑁(𝜇, 𝜎2)), and the original bright-field 142 
image (BF) according to (1−IM)×𝑁(𝜇, 𝜎2)+IM×BF. Therefore the noise at each voxel is modulated by the importance mask 143 
introducing more noise in less important regions. (E) Prediction: The pre-trained in silico labeling model is applied to the noisy bright-144 
field image to generate an in silico labeled prediction. The optimization process minimizes the integrated voxel values in the importance 145 
mask (maximizing noise) while simultaneously ensuring the in silico prediction from the noisy bright-field image remains highly 146 
correlated (PCC ≥ 0.9) and similar (minimum MSE) to the prediction from the unperturbed bright-field image (see text and Methods). 147 
(F) Interpretation: The trained Mask Interpreter generates an importance mask from the bright-field. The importance mask is later 148 
thresholded to create the binarized explanation signature (see Methods) which provides intuitive visual explanations of the image-to-149 
image translation model's inner workings. 150 
 151 

Visual interpretation of in silico organelle localization  152 

To interpret the in silico labeling decision process, we applied Mask Interpreter to identify which image-regions 153 

within the bright-field input were essential for predicting each specific organelle’s localization. For each of the 154 

ten organelle-specific in silico labeling models, we trained a separate instance of Mask Interpreter. Importantly, 155 

the hyperparameters for training were calculated using the same pipeline for all ten organelles (Methods). Next, 156 

we applied the Mask Interpreter models and visualized their explanation signatures (Methods), to reveal that each 157 

organelle had a consistent explanation signature across many cells and fields of view, and that different 158 

organelles had different explanation signatures, as described below.  159 

The explanation signature for the nucleoli encompassed the region of the organelle itself and its immediate 160 

spatial context visualized at the in-focus focal plane (z-axis) (Fig. 2A, Fig. S3A) and in 3D (Fig. S4A). This 161 

explanation implied that the in silico model used local textural patterns in- and adjacent- to the nucleoli in the 162 

bright-field image to make its prediction. We found that the in silico mitochondria localization was explained by 163 

the organelle along with the spatial context of most of the cytoplasm (Fig. 2B, Fig. S3B, Fig. S4B). The in silico 164 

plasma membrane localization was explained by negative spatial context within large image regions that did not 165 

include the organelle (Fig. 2C, Fig. S3C, Fig. S4C). Similar dependence on negative spatial context was observed 166 

for the actin filaments (Fig. S3D, Fig. S4D) and for the microtubules (Fig. S3E, Fig. S4E). 167 

To further examine how Mask Interpreter resolves distinct spatial dependencies, we performed a detailed 168 

analysis of nuclear envelope localization. The predicted nuclear envelope signal was explained by the entire 169 

region covered by the nucleus itself, extending to a small margin outside the nuclear boundary (Fig. 2D, Fig. 170 

S3F, Fig. S4F). This explanation was surprising to us because the nuclear envelope could be observed as a clear 171 

circular gradient in the bright-field image, and thus we expected that the regions associated with the organelle, 172 

with some immediate local context around it, would suffice for the in silico labeling. To validate that the region 173 

inside of the nuclear envelope that is covered by the nucleus is essential for the in silico prediction, we 174 
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demonstrated that inclusion of noise in the bright-field image regions where the nucleus resided led to 175 

deteriorated in silico labeling (Fig. 2E). The importance of the nuclear region suggested that the nuclear envelope 176 

associated patterns in the bright-field image were not nuclear envelope-specific and instead required the nucleus 177 

itself to provide spatial context towards accurate in silico localization. We hypothesized that providing the in 178 

silico labeling model with a spatial prior of the cells' center could obviate the need for explicit nucleus-based 179 

conditioning for the in silico labeling of the nuclear envelope. To test this hypothesis we trained a single cell-180 

centric in silico model31. Briefly, we used the fluorescent plasma membrane-derived segmentation masks to crop 181 

single cells, trained an in silico labeling model using these single cell crops and their matched nuclear envelope 182 

fluorescence images, and used this model to train a corresponding Mask Interpreter model (Methods). Consistent 183 

with our hypothesis, the importance masks derived from this single cell-centric model no longer required the 184 

voxels within the nucleus to explain the nuclear envelope localization (Fig. 2F, Fig. S5).  185 

The explanation signatures of the remaining four organelles, the endoplasmic reticulum, the DNA, the 186 

actomyosin bundles and the Golgi, appear in Figs. S6-7, and the interpretations of all ten organelles are 187 

summarized in Table S2. Overall, these results established that Mask Interpreter can uncover how in silico 188 

labeling models transform bright-field images to organelle localization predictions with organelle-specific 189 

stereotypical explanation signatures that unveil stereotypical regions in the bright-field image crucial for the 190 

model's predictions.  191 
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 192 

Figure 2. Explanation signatures reveal organelle-specific stereotypical regions that are essential for in silico localization. (A-D) 193 
A manually selected in-focus z-slice of a representative field of view is shown for each organelle with an overlay of the explanation 194 
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signature (light teal) and the segmented fluorescence image (purple, Methods). Light purple regions indicate the intersection between 195 
the explanation signature and the segmentation (top). The bottom quartet shows the corresponding (top-left to bottom-right) bright-field 196 
image, fluorescence image, in silico prediction from the noisy bright-field image (“noisy prediction”) and the in silico labeling from the 197 
unperturbed bright-field image (“prediction”). Additional explanation signatures are shown in Fig. S3 (in-focus z-slice) and in Fig. S4 198 
(3D). Explanation signatures of the remaining organelles are shown in Fig. S3 and Fig. S6 (in-focus z-slice) and in Fig. S4 and Fig. S7 199 
(3D). Scale bars = 10 μm. (A) The nucleoli. The threshold for the binarization of the importance mask was set to 0.6 (Methods). (B) 200 
The mitochondria. Binarization threshold=0.2. (C) The plasma membrane. Binarization threshold=0.4. (D) The nuclear envelope. 201 
Binarization threshold = 0.2, leading to a mean noise volume of 81.33% from the field of view measured as the ratio between the 202 
number of voxels in the explanation signature and the number of voxels in the image. (E) Manual introduction of noise in the bright-203 
field image regions corresponding to the nuclear interior (top, in green) diminished the efficacy of the in silico nuclear envelope 204 
prediction, where the mask efficacy was measured by Pearson correlation between the predictions from the noisy and unperturbed 205 
bright-filed images (bottom). This direct manipulation underscores the importance of the nucleus in providing the spatial context 206 
necessary for accurately localizing the nuclear envelope. Top images scale bar = 10 μm. (F) Top: manual introduction of noise in the 207 
bright-field image regions corresponding to the nuclear interior that did not intersect with the single cell-centric Mask Interpreter’s 208 
explanation signature (cyan). Bottom: the noisy in silico labeling prediction was performed using the single cell-centric in silico 209 
labeling model, with minimal effect on the mask efficacy. Additional examples of noise introduction into the nuclear regions in the 210 
context of the single cell-centric model are displayed in Fig. S5. Top image scale bar = 10 μm.Other images scale bar = 2 μm. 211 
 212 

Mask Interpreter outperforms alternative visual explanation methods 213 

To validate Mask Interpreter's explainability capabilities we performed qualitative and quantitative evaluations 214 

relative to classic methods for gradient-based “explainable AI” (xAI) that generate heatmaps highlighting the 215 

image regions most contributing to a given prediction of deep neural network classifiers. GradCAM uses the 216 

gradient information and the activation maps flowing into a specific convolutional layer of the model 217 

contributing the most to the output of this layer40. Guided backpropagation computes the gradient of the output 218 

with respect to the input image41. Although both models were designed to explain image-based classification and 219 

regression tasks, we applied them to our evaluation due to the lack of established methods for interpreting image-220 

to-image translation. This choice is further justified by viewing image-to-image translation as dense pixel- or 221 

voxel-wise regression. The heatmaps generated by these explainability methods can be thresholded and referred 222 

to as their corresponding explanation signatures for visualization and for noise introduction in the same manner 223 

as in Mask Interpreter. We benchmarked the nucleoli, the nuclear envelope, the mitochondria, and the plasma 224 

membrane, because each of these organelles had a different and unique explanation signature. Visualizations of 225 

the explanation signatures qualitatively showed that Mask Interpreter generated more intuitive explanations 226 

compared to the alternative methods for all four organelles (Fig. 3A-D, top rows). To quantitatively compare the 227 

different explanation methods, we evaluated the degradation of the in silico labeling predictions following the 228 

inclusion of the same volume of noise in voxels with low importance scores according to the explanation 229 

signature derived from each method (Methods). Thus, we devised a new measurement that we term ‘explanation 230 

mask efficacy’ (or in short, ‘mask efficacy’), as the Pearson correlation coefficient between the in silico 231 

predictions derived from the unperturbed bright-field images, and the predictions derived from the importance 232 

mask-induced noisy bright-field images. A high mask efficacy implies that the in silico predictions of the 233 

unperturbed and of the noisy bright-field images are similar to one another because essential voxels were 234 

shielded from noise. This analysis suggested that Mask Interpreter explanation signatures encoded the 235 

information essential for the in silico prediction better than GradCAM and Guided backpropagation (Fig. 3A-D, 236 
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middle rows). For example, inclusion of noise in 90% of the lowest-scoring voxels according to Mask 237 

Interpreter’s explanation signature of the nucleoli led to a mask efficacy of 0.97 in contrast to inclusion of the 238 

same amount of noise, for the exact same image, according to the explanation signatures derived from GradCAM 239 

and from Guided backpropagation that dampened the mask efficacy to 0.08 and 0.28, respectively (Fig. 3A). To 240 

systematically verify these results we gradually increased the volume of noise according to each explanation 241 

method’s importance mask (Mask Interpreter) or heatmap (GradCAM, Guided Backpropagation), and evaluated 242 

the mask efficacy between the in silico labeling of the noisy versus the unperturbed bright-field image. This 243 

analysis confirmed that the Mask Interpreter consistently tolerated higher levels of noise with substantially less 244 

degradation of in silico labeling performance (Fig. 3E). Cumulatively, these results confirm that Mask Interpreter 245 

explanation signatures surpass classic xAI approaches in capturing the critical information in the label-free 246 

images that was used for the in silico prediction and was thus suitable for gaining insight into the inner decision 247 

process of in silico labeling models. 248 
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 249 
Figure 3. Mask Interpreter surpasses gradient-based interpretability methods for explaining in silico labeling predictions. (A-D) 250 
Each panel represents a different organelle and includes three rows. Top row: an in-focus z-slice of a representative field of view with 251 
an overlay of an explanation signature (cyan) derived from (left-to-right): Mask Interpreter, GradCAM and Guided Backpropagation. 252 
The targeted noise percentage was calculated across the complete 3D z-stack rather than independently for each displayed slice; 253 
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therefore, the visible coverage of the explanation signature may differ between the representative 2D images. This was particularly 254 
evident for GradCAM, which frequently assigned high importance to voxels in out-of-focus slices. Middle row: quantitative assessment 255 
of the explanation signatures. Comparable amounts of noise were added to the bright-field image according to each method’s 256 
thresholded explanation signature and the corresponding in silico labeling of the noisy bright-field image was displayed. The 257 
corresponding mask efficacy was reported as a measure of the degradation of the in silico labeling following the introduction of noise, 258 
measured by PCC. Bottom row: in silico labeling from the unperturbed bright-field image (left) and the ground truth fluorescence 259 
image (right). Scale bars = 15 μm. (A) The nucleoli. The explanation signature derived from thresholding the importance mask and used 260 
to introduce noise to 90% of the voxels (binarization threshold = 0.6). GradCAM and Guided Backpropagation thresholds were selected 261 
to generate explanation signatures with an equivalent 90% noise volume. Corresponding mask efficacies for each of the methods were 262 
0.97 (Mask Interpreter), 0.08 (GradCAM), and 0.28 (Guided Backpropagation). (B) The nuclear envelope. Binarization threshold = 0.2 263 
(Mask Interpreter), introducing noise volume of 80%, leading to efficacies of 0.85, 0.37, 0.03 (Mask Interpreter, GradCAM, and 264 
Guided Backpropagation, correspondingly). (C) The mitochondria. Binarization threshold = 0.2 (Mask Interpreter), introducing noise 265 
volume of 30%, leading to efficacies of 0.9, 0.71, 0.5 (Mask Interpreter, GradCAM, and Guided Backpropagation, correspondingly) (D) 266 
The Plasma Membrane. Binarization threshold = 0.4 (Mask Interpreter), introducing noise volume of 30%, leading to efficacies of 0.93, 267 
0.38, 0.03 (Mask Interpreter, GradCAM, Guided Backpropagation, correspondingly). (E) Systematic analysis on a test set per organelle 268 
(up to 10 field of views), demonstrating that Mask Interpreter consistently preserves higher mask efficacies, i.e., the pearson correlation 269 
between the predictions from the noisy and unperturbed bright-filed images, as more noise is introduced to the bright-field image 270 
according to each xAI method’s explanation signature.  271 
 272 

Altered explanation signatures reveal deteriorated in silico labeling of mitotic cells  273 

Out-of-distribution data, i.e., deviations from the bright-field image patterns observed during training, may be 274 

caused by deviations in the intracellular organization during cellular processes, upon perturbations or across cell 275 

types. Such deviations may lead to in silico labeling errors, including missed or hallucinated organelle 276 

localizations. We hypothesized that anomalous explanation signatures may encode information related to 277 

deteriorated in silico labeling due to out-of-distribution data. For example, the nuclear envelope stereotypical 278 

explanation signature was a full circular region containing the entire nucleus, the nuclear envelope and some 279 

context beyond it (Fig. 2D). In some fields of view we observed explanation masks that did not follow this 280 

stereotypical pattern (Fig. 4A) and coincided with degraded disassembled-like nuclear envelope predictions (Fig. 281 

4B-D). In this example, the fluorescent labeled DNA channel resembled a bright elongated blob crossing the cell, 282 

characteristic of Metaphase, confirming that the corresponding cell was undergoing mitosis (Fig. 4E). These 283 

observations align with prior reports documenting degraded in silico predictions in mitotic cells32, particularly for 284 

the nuclear envelope13. Using the single-cell cell-cycle metadata38, we systematically confirmed degraded 285 

nuclear envelope predictions in mitotic relative to non-mitotic cells (Fig. 4F), consistent with recent findings31. 286 

This degradation suggests that the low abundance of cells undergoing mitosis in the training datasets limits the 287 

model’s ability to generalize to mitotic bright-field morphology. Similarly, microtubules exhibited non-288 

stereotypical explanation signatures coupled with degraded predictions in mitotic cells (Fig. 4G-L)31. These 289 

results suggested that anomalous explanation signatures could flag deteriorated in silico labeling.  290 
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 291 
Figure 4. Mask Interpreter reveals non-stereotypical explanation signatures associated with deteriorated in silico predictions 292 
for mitotic cells. Non-stereotypical explanation signatures were associated with deteriorated in silico labeling of the nuclear envelope 293 
(A-F) and of the microtubules (G-L) in mitotic cells. Scale bar = 10 μm for all panels. (A-F) nuclear envelope. Most explanation 294 
signatures (cyan) for the nuclear envelope followed a consistent stereotypical pattern, with a minority of cells exhibiting atypical 295 
signatures (red bounding box) (A). These atypical cells were associated with diminished in silico labeling accuracy as evident 296 
qualitatively and quantitatively between the predicted and ground truth images (B versus C), in the spatial in silico labeling error (1-297 
PCC) correspondingly (D). The DNA fluorescence channel confirmed that the corresponding cell was undergoing mitosis (E). 298 
Systematic evaluation across n = 189 cells from N = 16 held-out fields of view confirmed that mitotic cells (light blue) displayed 299 
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deteriorated in silico nuclear envelope labeling performance compared with interphase cells (dark blue). Box plots show single-cell 300 
PCC (Methods): median (center line), first and third quartiles (box bounds), and whiskers extending to minimum and maximum values 301 
within the 1.5× the interquartile range. One-sided Mann–Whitney U test, *** p-value < 0.001 (F). (G–L) Microtubules. Details in 302 
panels G-L correspond to those described in A-F. Non-stereotypical explanation signatures for the microtubules were observed in 303 
mitotic cells (G). These atypical signatures corresponded to lower in silico labeling performance qualitatively (H versus I), and 304 
quantitatively (J). The DNA fluorescence channel confirmed that the corresponding cell was undergoing mitosis (K). Systematic 305 
evaluation across n = 145 cells from N = 11 held-out fields of view confirmed that mitotic cells displayed deteriorated in silico 306 
microtubules labeling compared with interphase cells, p-value < 0.001 (L).  307 
 308 

Mask Interpreter uncovers batch effects in bright-field microscopy 309 

Batch effects are technical variations that can arise from differences in factors such as microscopes, protocols, 310 

laboratories, experimentalists, and cell seeding densities42,43. In the context of this dataset, because FOVs for 311 

each of the genetically edited cell lines were acquired under the same imaging pipeline, we defined each cell line 312 

as an individual 'imaging batch'. Systematic variations between these imaging batches can introduce out-of-313 

distribution optical shifts in bright-field images, leading to batch-dependent in silico labeling errors. We 314 

speculated that Mask Interpreter could be used to detect such batch effects at inference. Our hypothesis was that 315 

deviations from the bright-field image distribution in the training data would lead to explanation masks that fail 316 

to encapsulate the essential image regions toward the in silico prediction. If true, deviations from the bright-field 317 

image will lead to low mask efficacies (Fig. 5A). Importantly, mask efficacy can be calculated at inference, even 318 

when the ground truth fluorescence images are not available. Additionally, the “target score” loss term enforces 319 

an explanation mask’s efficacy of ~0.9 during training, and thus, mask efficacies substantially lower than 0.9 320 

indicate that the in silico labeling model cannot accommodate the added noise according to the explanation mask, 321 

suggesting that the bright-field image may be out-of-distribution (Fig. 5B). Thus, reduced mask efficacies should 322 

serve as an indicator of batch effects that impair in silico labeling.  323 

To systematically assess this hypothesis, we evaluated the variation in mask efficacy and corresponding in silico 324 

labeling performances for the reference nuclear (DNA) and membrane channels across the different imaging 325 

batches acquired over more than a year, across different microscopes, and through evolving imaging pipelines. 326 

The DNA and membrane were selected because they were tagged and imaged in every imaging batch. Mask 327 

efficacy scores were computed for the in silico labeling of 1,821 fields-of-view (FOVs) pooled across imaging 328 

batches. Direct estimation of the mutual information 𝑃(𝑋, 𝑌) between mask efficacy and in silico labeling 329 

performance obscures their true dependency across their full dynamic range because their values concentrate in a 330 

narrow interval (Fig. 5C - joint distribution). To resolve this, we employed conditional-Density Resampled 331 

estimate of Mutual Information (DREMI)44, which estimates the conditional density 𝑃(𝑌|𝑋) by distributing FOV 332 

mask efficacies into evenly spaced bins along the x-axis, thereby rebalancing dense and sparse regions of the 333 

distribution (Methods). DREMI revealed a strong association between mask efficacy and in silico labeling 334 

performance (Fig. 5C - DREMI).  335 
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Evaluating the different imaging batches revealed that DNA mask efficacies in two imaging batches were 336 

strikingly low compared to the rest (Fig. 5D). Metadata analysis traced this discrepancy to a deviation in the 337 

image acquisition pipelines. Specifically, the Single-Cell Image Dataset v1 was generated using four distinct 338 

imaging workflows that were marked as pipelines 4.0, 4.1, 4.2, and 4.4. While the first three pipelines used a 339 

broadband halogen light source and a single-camera setup, pipeline 4.4 employed a far-red LED light source and 340 

a dual-camera system. These low mask efficacies observed in the two imaging batches acquired with pipeline 4.4 341 

(Fig. 5D) directly corresponded to a drop in DNA in silico labeling (Fig. 5E). Conversely, plasma membrane 342 

mask efficacies remained unaffected under pipeline 4.4, with no corresponding performance deterioration (Fig. 343 

5D-E). These results demonstrate that hardware and acquisition changes can differentially impact the in silico 344 

labeling of different organelles. Encouraged by this ability of mask efficacy to capture the differential 345 

performance between DNA and plasma membrane predictions, we extended our analysis to the remaining eight 346 

organelle models. For five of these models, mask efficacy yielded markedly low scores when applied to bright-347 

field images acquired under pipeline 4.4 (Fig. S8). Notably, because fluorescence ground truth was available 348 

only for the specific pipeline used during model training, cross-pipeline predictions lacked paired fluorescence 349 

data, meaning these predicted drops in efficacy could not be quantitatively verified and were restricted to visual 350 

assessment (Fig. S9). 351 

 352 

 353 
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Figure 5. Mask Interpreter detects batch effects that impair in silico labeling performance. (A, B) Conceptual schematics 355 
illustrating the mask efficacy measurement for in-distribution (A) and out-of-distribution (B) data. (A) When bright-field images are in-356 
distribution, introduction of noise according to the explanation mask induces minimal changes in the in silico labeling, leading to a high 357 
mask efficacy score. (B) In contrast, we hypothesized that out-of-distribution data will lead to explanation masks that fail to encode the 358 
bright-field information essential for the in silico labeling. This will lead to deviations between the unperturbed and the noisy in silico 359 
labeling predictions, and correspondingly to a low mask efficacy score. (C) Joint distribution and conditional density (DREMI) between 360 
the mask efficacy (x-axis) and the in silico labeling (y-axis) pooled across N = 1,821 fields of view for the DNA (left) and for the 361 
plasma membrane (right). The joint distribution concentrated in a narrow range of values confounding the true relationship between 362 
these measurements across their full dynamic range with mutual information = 0.05 and 0.12 for the DNA and for the plasma 363 
membrane, correspondingly. Density-corrected DREMI scores (Methods) reveal stronger associations between the mask efficacy and 364 
the in silico prediction of 0.26 and 0.53 for the DNA and for the plasma membrane, correspondingly. This result indicated that 365 
decreased mask efficacy was associated with degraded in silico labeling. (D) Mask efficacy across imaging batches and pipelines. Box 366 
plots display FOV-level mask efficacy distributions for DNA (left) and plasma membrane (right). Each box represents a single imaging 367 
batch, with colors denoting distinct imaging pipelines (Pipelines 4, 4.1, 4.2, and 4.4). Center lines indicate the median, boxes span the 368 
interquartile range, and whiskers extend to 1.5 × the interquartile range (outliers omitted). In silico models and corresponding Mask 369 
Interpreter models were trained on a subset of FOVs from a single batch (marked with a purple asterisk) within Pipeline 4.2. Statistical 370 
comparisons were performed using a one-sided Mann–Whitney U test, comparing the held-out test FOVs of the training batch against 371 
the pooled FOVs across all batches within each respective pipeline. For DNA, the held-out test set included N = 15 FOVs, and the 372 
evaluated pipelines comprised N = 641 (Pipeline 4), N = 465 (Pipeline 4.1), N = 446 (Pipeline 4.2), and N = 116 (Pipeline 4.4) total 373 
FOVs. The DNA model exhibited a significant drop in mask efficacy specifically for Pipeline 4.4 (p = 7.3 × 10 -7), flagging a pipeline-374 
specific shift in the bright-field image distribution. (E) In silico labeling performance across imaging batches and pipelines. Box plots 375 
display FOV-level in silico labeling distributions for DNA (left) and plasma membrane (right). Each box represents a single imaging 376 
batch, with colors denoting distinct imaging pipelines (Pipelines 4, 4.1, 4.2, and 4.4). Center lines indicate the median, boxes span the 377 
interquartile range, and whiskers extend to 1.5 × the interquartile range (outliers omitted). In silico models and were trained on a subset 378 
of FOVs from a single batch (marked with a purple asterisk) within Pipeline 4.2. Statistical comparisons were performed using a one-379 
sided Mann–Whitney U test, comparing the held-out test FOVs of the training batch against the pooled FOVs across all batches within 380 
each respective pipeline. For DNA, the held-out test set included N = 15 FOVs, and the evaluated pipelines comprised N = 641 381 
(Pipeline 4), N = 465 (Pipeline 4.1), N = 446 (Pipeline 4.2), and N = 116 (Pipeline 4.4) total FOVs. The DNA model exhibited a 382 
marked decreased in silico labeling performance specifically for Pipeline 4.4, corresponding to a 41% performance reduction (p-value = 383 
4.5e-10). Plasma membrane in silico labeling did not show deterioration of the in silico labeling performance. Results for eight 384 
additional organelles are presented in Fig. S8 and in Fig. S9.  385 

 386 

 387 

Supervised quality assessment at inference 388 

Mask efficacy was shown to identify deteriorated in silico labeling of fields of view in an unsupervised manner. 389 

We next reasoned that performance estimation could be improved by incorporating direct supervision, 390 

specifically by training a regression model to predict local prediction accuracy. The success of the mask efficacy 391 

measurement also led us to speculate that the importance mask can provide relevant information for predicting 392 

the model’s performance, along with providing the trustworthiness of the “built-in” explanation signature. Thus, 393 

we fine-tuned a 3D ResNet45 “confidence” model to predict the in silico labeling performance, as defined by the 394 

per image-patch Pearson correlation between the in silico labeling prediction and the corresponding fluorescent 395 

image (Methods). Operationally, the model was trained to predict the corresponding prediction error, defined as 396 

(1 - this confidence). The confidence model received a two-channel input comprising the in silico labeled patch 397 

and its corresponding Mask Interpreter importance mask (Fig. 6A). Training was performed across eight 398 

organelles, excluding the actomyosin bundles and Golgi, whose poor in silico labeling performance limited the 399 

utility of confidence estimation. The model was trained to predict the in silico labeling performance by 400 

minimizing Mean Squared Error. To compare the supervised confidence model against the unsupervised mask 401 
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efficacy score, we performed a paired patch-level analysis. For each patch, we defined the estimation error as the 402 

absolute difference between the predicted performance score and the actual performance (measured as the patch-403 

level PCC against fluorescence ground truth). Subtracting the supervised model’s estimation error from that of 404 

mask efficacy yielded positive values, demonstrating that the confidence model provided more accurate 405 

performance estimates (Fig. 6B; Methods). Evaluating these errors via Mean Squared Error (MSE), PCC, and R2 406 

confirmed that the supervised model yielded consistently lower estimation errors, systematically outperforming 407 

mask efficacy across all organelles (Tables S3-S5; Methods). DREMI analysis confirmed superiority of the 408 

supervised confidence model for six of the eight organelles (Fig. S10). An ablation analysis showed that 409 

including the importance mask provided mild additional predictive information beyond the in silico labeling 410 

output alone, with improved performance in five of the eight evaluated organelles (Fig. S11). The full results are 411 

summarized in Tables S3-S5. Visual assessment of image regions that were predicted as poor in silico labeled 412 

further verified the spatial association with the ground truth errors in the in silico labeling, suggesting that the 413 

confidence model is capable of identifying in silico labeled regions that underperform without access to ground 414 

truth data (Fig. 6C, Fig. S12). Systematic DREMI analysis confirmed the capacity to predict the in silico labeling 415 

performance at the patch level during inference, specifically identifying the image patches that cannot be trusted 416 

for downstream analysis (Fig. 6D, Fig. S13). Together, these results establish that supervised confidence 417 

modeling provides fine-grained reliability assessment at inference, directly complementing Mask Interpreter's 418 

interpretability. 419 
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Figure 6. Supervised confidence model predicts unreliable in silico labeled regions. (A) Schematic of the confidence model 421 
pipeline. The supervised confidence model receives as input the in silico labeling of an image patch and its corresponding Mask 422 
Interpreter-derived importance mask. The model is trained to predict the in silico labeling performance. The model is optimized to 423 
minimize the mean squared error (MSE) between the predicted and the actual in silico labeling performance, defined as the PCC 424 
between the fluorescence and the in silico labeling. (B) Comparison between the supervised confidence model and the mask efficacy 425 
measurement. For each organelle, performance differences were computed in a paired model-comparison analysis. The y-axis shows the 426 
difference in absolute PCC error between the mask efficacy and the confidence model’s estimation errors. Positive values indicate 427 
better performance of the supervised confidence model. The statistical test is performed on the patch level (left-to-right, N=810, 540, 428 
972, 540, 378, 432, 324, 810) and evaluates whether the observed performance difference between the compared confidence 429 
measures/models is larger than expected by random variation. ****P < 0.0001. Box plots show the median and interquartile range 430 
(IQR); whiskers extend to the most extreme values within 1.5 × IQR. The red dashed horizontal line at zero marks that both models had 431 
the same estimation errors. The full results are available in Tables S3-S5. (C) Visualization of predicted and ground-truth-verified low-432 
quality in silico labeling regions. Representative fields of view are shown for (left-to-right), nucleoli, nuclear envelope, plasma 433 
membrane, and microtubules. In the top row, manually-defined threshold (left-to-right: 0.18, 0.3, 0.42, 0.4) low-confidence regions 434 
predicted by the supervised confidence model are overlaid in red on the in silico labeled image. In the bottom row, low-quality regions, 435 
identified by comparison to the corresponding fluorescence ground truth, are overlaid in red on the same in silico labeled image. Scale 436 
bar = 15 μm. (D) Systematic evaluation of the confidence model for the (left-to-right) nucleoli (810 patches), Nuclear Envelope (540 437 
patches), Plasma Membrane (432 patches) and microtubules (324 patches) using DREMI analysis of the predicted versus ground truth 438 
in silico labeling PCC. DREMI scores (left-to-right): 0.88, 0.62, 0.43, 0.51. 439 
 440 

Semantic confidence at single-cell resolution enables automated quality control 441 

Individual cells are the fundamental unit of many downstream analysis pipelines. We therefore extended our 442 

evaluation beyond patch-level predictions to assess in silico labeling performance at the single-cell level. Such 443 

single-cell quality control can flag and filter algorithmic artifacts introduced by underperforming predictions46,47, 444 

ensuring that downstream biological inferences are derived exclusively from trustworthy cells and organelles. 445 

Because general improvements in pixel-level image quality metrics do not always translate to improved 446 

performance in downstream analysis28, we focused on “application-appropriate” metrics suited for biology-447 

driven quantification48, specifically, the downstream task of organelle segmentation49. Single-cell segmentation 448 

masks provided by the Allen Institute's dataset were used to isolate individual cells (Fig. 7A, Methods). We 449 

focused this analysis on the nucleoli, nuclear envelope and microtubules, as these organelles yielded consistent 450 

and biologically meaningful segmentations using the Allen Institute’s Structure Segmenter pipeline77. For each 451 

organelle, we applied the standard segmentation pipeline identically to both the in silico labeling prediction and 452 

their corresponding ground-truth fluorescence images. Paired segmentations were evaluated by calculating the 453 

Intersection-over-Union (IoU) and Dice Coefficient across single cells. DREMI analysis between the predicted 454 

confidence scores and these segmentation accuracy metrics (IoU, Fig. 7B; Dice coefficient, Fig. S14A) 455 

confirmed that lower predicted confidence corresponds to reduced segmentation quality. Stratifying single cells 456 

into quartiles according to their predicted confidence scores revealed a pronounced drop in segmentation fidelity 457 

within the lowest-confidence quartile (‘Q1’; Fig. 7C-D, Fig. S14B). These results demonstrate that supervised 458 

confidence scores provide a practical, single-cell quality-control mechanism to automatically identify and 459 

exclude unreliable in silico predictions prior to downstream analysis. 460 
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Figure 7. Single cell semantic confidence identifies poor in silico labeling for organelle segmentation-based downstream 462 
analysis. (A) Schematic of extracting single-cell images. Field of view (FOV) cell masks provided by the Allen Institute dataset38 (left) 463 
were used to extract in silico labeling of single cells (right) from the FOV (middle). The single cell semantic confidence was calculated 464 
by averaging the predicted confidence over the contiguous 16-slice z-window with the highest summed in silico-labeling intensity 465 
within the cell mask (Methods). (B-C) Single cell semantic confidence associates with intersection over Union (IoU) between the 466 
segmented in silico labeling and segmented fluorescence image. The corresponding Dice Coefficient analysis appears in Fig. S12. (B) 467 
Conditional density (DREMI) between the single cell semantic confidence (x-axis) and the IoU between the segmentations of the in 468 
silico labeling and the fluorescence ground truth, across three organelles (left-to-right): Nuclear Envelope (143 cells, DREMI score = 469 
0.45), nucleoli (176 cells, DREMI score = 0.81.), and microtubules (33 cells, DREMI score = 0.51). (C) Cells were grouped into 470 
quartiles (Q1–Q4) based on their semantic confidence scores, with Q1 corresponding to the lowest confidence and Q4 to the highest. 471 
Boxes indicate the interquartile range, center lines indicate the median, and whiskers extend to extreme values within the 1.5× the 472 
interquartile range (outliers not shown). IoU was higher in the pooled Q2–Q4 cells than in Q1 cells for all three organelles: Nuclear 473 
Envelope (median: 0.274 versus 0.128; one-sided Mann–Whitney U = 2883.5, p = 4.0 × 10⁻⁶; Cliff’s δ = 0.497), nucleoli (0.691 versus 474 
0.557; U = 4970, p = 8.51 × 10⁻¹³; Cliff’s δ = 0.711), and microtubules (0.107 versus 0.086; U = 182, p = 1.48 × 10⁻³; Cliff’s δ = 0.685; 475 
note lower overall IoU values for microtubules reflect their sparse, filamentous structure). (D) Representative nucleoli examples from a 476 
high semantic confidence cell with strong agreement between the segmented in silico labeling and fluorescence image (left) and a low 477 
semantic confidence Q4 cell with poor segmentation agreement (right). Scale bars = 2 μm.  478 
  479 
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Discussion 480 

The challenge of establishing "trustworthy AI" has emerged as a fundamental bottleneck in the integration of 481 

deep learning into the high-stakes domains of science and medicine. Trust is not merely a measure of predictive 482 

accuracy, but a requirement for ensuring that models are right for the right reasons, particularly when deployed in 483 

out-of-distribution settings where ground-truth verification is impossible. Without transparency, even high-484 

performing models remain "black boxes" susceptible to hallucinations, batch effects, and the systematic 485 

propagation of errors into downstream applications, which can lead to erroneous conclusions or the dismissal of 486 

genuine, unexpected phenomena. Interpretability is the primary vehicle for resolving this challenge, providing 487 

the necessary oversight to transform AI from an opaque predictive engine into a verifiable tool for discovery. 488 

This need for transparency is especially acute in cross-modality image-to-image translation, where the complex 489 

mapping between disparate physical domains, such as in silico labeling, often lacks a direct, human-interpretable 490 

logic9. Compounding this conceptual gap is a technical bottleneck: while interpretability is an emerging topic of 491 

research for classification models50,40,51,52, there are much fewer methods dedicated to image-to-image 492 

translation53,54. This leaves researchers dependent on 'off-the-shelf' metrics that fail to capture the nuances of 493 

structural reconstructions.  494 

In the specific context of in silico labeling, the absence of interpretability has effectively stalled the transition 495 

from proof-of-concept prototypes to reliable biological quantification. Our study addresses this gap by 496 

introducing Mask Interpreter, a generalized semantic visual interpretability method that uncovers the 497 

"explanation signatures" driving organelle predictions. We reveal distinct organelle-specific stereotypical bright-498 

field image contexts that are required for accurate localization, demonstrating that deep learning models can 499 

capture reproducible structural biological signatures rather than latching onto spurious correlations. Furthermore, 500 

our method provides a fine-grained reliability assessment at single-cell resolution. Together with Mask 501 

Interpreter's visual explanations, these capabilities enable the oversight required to identify when and where a 502 

model can, and cannot, be trusted, even without ground-truth fluorescence. Crucially, by leveraging these 503 

confidence scores for the automated exclusion of underperforming cells, Mask Interpreter ensures that 504 

downstream biological analyses are grounded exclusively in high-quality in silico labeling, finally allowing these 505 

models to be applied robustly to new experimental conditions.  506 

While identifying where a model fails is a critical prerequisite for biological discovery, current methods 507 

primarily rely on quantifying the statistical stability of the generative process to flag potential errors32,55–58. These 508 

approaches act as diagnostic tools to flag likely errors, but they provide a statistical signal of instability rather 509 

than a structural explanation of the features that led to the failure. In contrast, Mask Interpreter provides a 510 

semantic layer of evidence by pinpointing the specific bright-field features essential for each organelle 511 

reconstruction. This allows distinguishing authentic biological signals from “stable hallucinations”, where a 512 

model confidently but incorrectly predicts a structure. From a practical standpoint, Mask Interpreter provides this 513 
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visual interpretability post-hoc without requiring ensembles or multiple inference passes, reducing the 514 

computational barriers typically associated with the transition from black-box prediction to human-interpretable 515 

explanation. By identifying the 'explanation signatures' required for accurate localization, Mask Interpreter 516 

establishes a more rigorous standard for oversight, ensuring that automated discovery is not just statistically 517 

stable but biologically grounded.  518 

Nonetheless, the method is not without constraints. First, unlike statistical stability metrics that are computed 519 

during or after inference, Mask Interpreter requires additional training phases, introducing a computational 520 

overhead that must be balanced against the need for transparency. Second, while mask efficacy provides a robust, 521 

unsupervised global assessment of mask quality without requiring fluorescent labels, extending this reliability 522 

assessment to fine-grained single-cell scoring requires ground-truth supervision during training. While this 523 

supervised confidence modeling depends on the quality of the underlying importance masks and requires paired 524 

ground-truth data, it enables the high-resolution single-cell filtering needed for automated quality control. As a 525 

partial remedy, we demonstrate that mask efficacy can be evaluated in an unsupervised manner by measuring the 526 

degradation in prediction accuracy upon masking essential input features, providing a robust global assessment 527 

of mask quality without requiring fluorescent labels. Third, our single-cell semantic confidence validation was 528 

restricted to three organelles for which the segmentation pipeline produced reliable ground-truth masks. 529 

Extending automated single-cell exclusion to organelles lacking a tractable segmentation-based readout remains 530 

to be demonstrated. Fourth and last, while the method provides visual clarity, the translation of these importance 531 

masks into quantitative biological rules still relies on expert oversight to contextualize semantic patterns within 532 

known cell biology.  533 

Beyond in silico labeling, the principles underlying Mask Interpreter can be adapted to other image-to-image 534 

translation tasks in microscopy and beyond. This includes diverse applications such as automated organelle 535 

segmentation in electron microscopy59, image restoration and super-resolution55,60–63, channel multiplexing58,64, 536 

and cross-modality transformations between disparate imaging platforms12,65–72. By providing a method for 537 

enhancing trust across these deep learning-based biomedical imaging tasks, Mask Interpreter offers a broadly 538 

applicable solution for establishing transparency in complex visual reconstructions. Furthermore, these same 539 

principles can be extended to classification tasks, where an explanation signature is defined by the degradation of 540 

classification performance upon feature masking. Beyond interpretability and single-cell quality control, Mask 541 

Interpreter can serve as a diagnostic tool to guide model development: identifying the specific image features 542 

where a model fails to generate a meaningful explanation signature allows for the targeted refinement of training 543 

samples. To facilitate widespread adoption, we provide Mask Interpreter as an open-source tool that can be 544 

integrated directly into automated bioimage analysis pipelines as a real-time quality control layer. By 545 

automatically flagging or filtering predictions that lack a coherent structural explanation, our approach ensures 546 

that only high-fidelity reconstructions are passed to downstream biological quantification. Ultimately, by 547 
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bridging the gap between model opacity and biologically meaningful features, Mask Interpreter transforms in 548 

silico labeling from a black-box visualization tool into a rigorous, evidence-based instrument for scientific 549 

discovery.   550 
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Declaration of generative AI and AI-assisted technologies in the writing process 551 

During the preparation of this work the authors used Gemini, and chat GPT in order to edit and refine the text. 552 

ChatGPT was used to design Fig. 6A. After using these services, the authors reviewed and edited the content as 553 

needed and take full responsibility for the content of the manuscript.  554 
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Methods 555 

Data  556 

We used the AICS WTC-11 hiPS cell Single-Cell Image Dataset v138. From the FOV spinning-disk confocal 557 

microscopy section, we used the 16-bit z stack images, acquired with a 100× objective, with a resolution of 558 

624 × 924 pixels and a physical pixel size of 0.108 µm × 0.108 µm. Each z stack consisted of 50–75 slices with 559 

resolution of 0.29 µm between consecutive slices. Specifically, we used the brightfield channel, DNA channel, 560 

and plasma membrane channel, for all available organelles, and the EGFP-tagged cellular structure channel for 561 

the following eight organelles: nucleoli, nuclear envelope, microtubules, actin filaments, mitochondria, 562 

endoplasmic reticulum, actomyosin bundles and Golgi. For each organelle we used a single FOV from each 563 

available well, for a total of 75-190 FOVs per organelle (average = 94.55) that were divided to 90% for train and 564 

validation and 10% for test.  565 

We used the FOV cell segmentation label maps to extract individual cells from the FOV images. We excluded 566 

cells that were not entirely inside the FOV owing to the lack of metadata and inability to reliably extract shape 567 

descriptors. For each cell, we constructed a 3D bounding box and applied the segmentation masks to the 568 

brightfield and EGFP FOV images. 569 

For the analysis of batch effects detection, we used metadata fields: ‘CellLineId’, and ‘Workflow’. ‘CellLineId’ 570 

corresponds to the catalog number in the Allen Cell Catalog (https://www.allencell.org/cell-catalog.html). 571 

‘Workflow’ describes image acquisition protocol (i.e., pipeline). Pipelines 4.0, 4.1, 4.2 acquired using a 572 

broadband halogen light source and a single-camera system, while pipeline 4.4 acquired using a far-red LED 573 

light source and a 2-camera system. 574 

Data preprocessing 575 

Due to the large size of the input volumes, training was conducted on image patches of size 32×128×128 voxels 576 

(z = 12.156 𝜇m, x = 13.824 𝜇m, y = 13.824 𝜇m, correspondingly) randomly cropped from the input field of 577 

views’ volumes. To ensure consistent intensity scaling voxels intensities were z-score normalized in the context 578 

of their FOV. Thus, the normalized voxel 𝑋𝑖′ was calculated as: 579 

(1) 𝑋𝑖′ =
𝑋𝑖−𝜇 

𝜎 
 580 

where 𝑋𝑖 is the original voxel intensity, μ is the mean voxels intensity of the FOV, σ is the standard deviation of 581 

the voxels intensities of the FOV, and 𝑋𝑖′ is the normalized voxel intensity.  582 

 583 
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Reproduction of Ounkomol el al.’s results 584 

We selected ten organelles that exhibit diverse structures, cellular localizations, and in silico labeling results 585 

(Table S1) and replicated Ounkomol et al.7 data preprocessing, in silico labeling training of a U-Net architecture, 586 

and evaluation. The in silico labeling models we trained achieved results similar to those reported in Ounkomol 587 

et al.7 (Fig. S1), with minor differences attributable to random variations in data splitting between training and 588 

test sets, different patch sizes (32x64x64 pixels in Ounkomol et al.7 versus 32x128x128 pixels here), and U-Net 589 

implementation (Pytorch in Ounkomol et al.7 versus Tensorflow here). 590 

In silico labeling of a field of view 591 

Similarly to Ounkomol et al.7, in silico labeling was performed on overlapping patches that were merged using a 592 

weighted triangle function 𝑤(𝑢), assigning more weight to the predictions at the center of each patch and less 593 

weight to those at the peripheral areas: 594 

(2) 𝑤(𝑢)  =  1 −  
2|𝑢 − 

𝐿 − 1

2
|

𝐿 − 1
  595 

where 𝑢 is the coordinate within the patch along a given x-, y-, or z-axis, and 𝐿 is the size of the patch along that 596 

axis. The weights peak at the center of the patch and decrease linearly towards its boundaries. The overall weight 597 

𝑊(𝑥, 𝑦, 𝑧) at voxel (𝑥, 𝑦, 𝑧) is calculated as the product of the weights along each dimension: 598 

(3) 𝑊(𝑥, 𝑦, 𝑧)  =  𝑤(𝑥)  ×  𝑤(𝑦)  ×  𝑤(𝑧) 599 

The final in silico labeling at each voxel was set by averaging the weighted predictions from all overlapping 600 

patches. 601 

Mask Interpreter’s implementation  602 

Network architecture  603 

Mask Interpreter optimizes an image-to-image translation model that maps a bright-field image and its 604 

corresponding in silico prediction to an importance mask, using a pre-trained in silico labeling model that 605 

remains frozen throughout training (Fig. 1C-F), the use of the in silico prediction as an input serves as an 606 

initializer for the optimization of the importance mask. Mask Interpreter employs a three-dimensional U-Net 607 

architecture consisting of four convolutional blocks in the encoder (downsampling path) with 32, 64, 128, and 608 

256 filters, respectively, and four convolutional blocks in the decoder (upsampling path) with 256, 128, 64, and 609 

32 filters, respectively. Each convolutional block includes a 3D convolutional layer, batch normalization, and a 610 

rectified linear unit (ReLU) activation function. Transposed 3D convolutional layers were used in the decoder 611 

blocks for upsampling. Mask interpreter optimizes an importance mask, in the size of input image patch, with 612 

voxel values ranging between 0 and 1 using a sigmoid activation function in the final layer. 613 
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Setting the noise parameter 614 

Gaussian noise was added to the original bright-field image in a manner modulated by the importance mask, 615 

during Mask Interpreter’ training. Specifically, the noisy image 𝐼𝑖′ at each voxels 𝑖 was computed using the 616 

equation: 617 

(4) 𝐼𝑖
′ =  𝐼𝑖 ∗ 𝑀𝑖  +  𝑁𝑖 ∗ (1 − 𝑀𝑖)  618 

where 𝐼𝑖 is the original normalized bright-field voxel intensity, 𝑀𝑖 is the corresponding importance mask value, 619 

and 𝑁𝑖 is a noise value sampled from a Gaussian distribution with mean zero and a standard deviation σ. To 620 

determine σ we sampled 10 bright-field FOVs for each organelle's in silico labeling model. Gaussian noise with 621 

varying σ values ranging from 0.0 to 4.0 standard deviations were added to each voxel in these images, and the 622 

Pearson correlation coefficient (PCC) between the in silico labeling predictions with and without the added noise 623 

was measured. For each in silico labeling model we selected the lowest σ for which the PCC dropped below 0.2, 624 

indicating a major degradation in prediction performance due to the introduction of noise (Fig. S15). Choosing a 625 

much lower σ would fail to reveal regions where noise can hamper the in silico labeling prediction.  626 

Loss terms and optimization 627 

The Mask Interpreter model was trained using backpropagation to optimize a composite loss function consisting 628 

of three terms: target score loss, mask minimization loss, and similarity maximization loss. These loss terms 629 

work in tandem to ensure that the importance mask highlights essential voxels in the bright-field image for the 630 

fixed in silico labeling model, in the sense that inclusion of noise in these voxels will lead to deteriorated in silico 631 

labeling. The primary objective was to maximize the inclusion of noise to non-essential voxels while ensuring 632 

that the fixed in silico labeling prediction from the noisy bright-field image 𝑌̂′ remains highly similar to the 633 

prediction from the original unperturbed bright-field image 𝑌̂.  634 

The target score loss term enforced this similarity by maintaining a PCC of at least 0.9 between 𝑌̂′ , 𝑌̂. More 635 

formally: 636 

(5) 𝐿𝑡𝑎𝑟𝑔𝑒𝑡 𝑠𝑐𝑜𝑟𝑒 =  𝑚𝑎𝑥(0, 𝜏 − 𝑃𝐶𝐶(𝑌̂, 𝑌′̂) 637 

Where the parameter τ defines a threshold that controls the trade-off between the amount of noise incorporated to 638 

the bright-field image and the in silico labeling fidelity. The target score loss is positive when the PCC drops 639 

below τ, penalizing the model upon deteriorated in silico labeling from the noisy bright-field image. Namely, 640 

τ→1.0 severely limits the inclusion of noise - inducing uninformative “everything matters” masks, whereas a low 641 

τ allows excessive noise inclusion breaking the in silico labeling fidelity. This definition of the target score loss 642 

enables users to set τ in a human interpretable manner. Empirically, we found that τ = 0.9 balanced the 643 

generation of informative masks with acceptably similar predictions structure.  644 
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The mask minimization loss term maximized the inclusion of noise to the bright-field image by minimizing the 645 

sum of the importance mask values, enforcing sparseness: 646 

(6) 𝐿𝑚𝑎𝑠𝑘 𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛 =
1

𝑁
∑ 𝑀𝑖

𝑁
𝑖=1  647 

Where 𝑀𝑖 is the value of the importance mask at voxel i and 𝑁 is the total number of voxels in the mask. 648 

Minimizing the mask minimization loss enforces the reduction of voxels deemed as “important”, thus allowing 649 

the inclusion of more noise to voxels that can be perturbed without causing major alterations for the in silico 650 

labeling.  651 

The similarity maximization loss term ensures that the in silico labeling voxels’ intensity remain similar 652 

following the inclusion of noise in terms of the mean squared error (MSE): 653 

(7) 𝐿𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 𝑚𝑎𝑥𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛 =
1

𝑁
∑ (𝑌𝑖̂ −  𝑌′𝑖̂)

2𝑁
𝑖=1  654 

Where 𝑌̂𝑖′ , 𝑌𝑖̂ are the in silico predictions at voxel i from the unperturbed and from the noisy bright-field images, 655 

respectively. 𝐿𝑡𝑎𝑟𝑔𝑒𝑡 𝑠𝑐𝑜𝑟𝑒 and 𝐿𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 𝑚𝑎𝑥𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛 are complementary, where the former enforces structural 656 

fidelity and the latter enforces intensity fidelity.  657 

The overall loss for training a Mask Interpreter model was the weighted sum of the three loss terms: 658 

(8)𝐿𝑡𝑜𝑡𝑎𝑙 = 𝜆𝑡𝑎𝑟𝑔𝑒𝑡 𝑠𝑐𝑜𝑟𝑒𝐿𝑡𝑎𝑟𝑔𝑒𝑡 𝑠𝑐𝑜𝑟𝑒  +659 

 𝜆𝑚𝑎𝑠𝑘 𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛𝐿𝑚𝑎𝑠𝑘 𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛 + 𝜆𝑠𝑖𝑚𝑖𝑙𝑖𝑎𝑟𝑖𝑡𝑦 𝑚𝑎𝑥𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛𝐿𝑠𝑖𝑚𝑖𝑙𝑖𝑎𝑟𝑖𝑡𝑦 𝑚𝑎𝑥𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛  660 

We empirically set 𝜆𝑡𝑎𝑟𝑔𝑒𝑡 𝑠𝑐𝑜𝑟𝑒 = 6, 𝜆𝑚𝑎𝑠𝑘 𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛= 1, and 𝜆𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 𝑚𝑎𝑥𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛=1, defining the target 661 

score loss as the most dominant term. Once the target score constraint was satisfied, 𝐿𝑡𝑎𝑟𝑔𝑒𝑡 𝑠𝑐𝑜𝑟𝑒 effectively 662 

reduced to zero and the optimization shifted toward balancing 𝐿𝑚𝑎𝑠𝑘 𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛 and 𝐿𝑠𝑖𝑚𝑖𝑙𝑖𝑎𝑟𝑖𝑡𝑦 𝑚𝑎𝑥𝑖𝑚𝑖𝑧𝑎𝑡𝑖𝑜𝑛. A 663 

systematic ablation analysis confirmed that all loss terms were necessary (Fig. S2). Mask Interpreter training was 664 

executed on Nvidia RTX3090 GPUs, with organelle-specific training times ranging from 6 to 12 hours on a 665 

single GPU. 666 

Generation of explanation signatures 667 

The trained Mask Interpreter U-Net receives the original bright-field image and its in silico prediction and 668 

generates the corresponding importance mask. An organelle-specific threshold was set to binarize the importance 669 

mask into an explanation signature as follows. Candidate thresholds were evenly sampled between 0.0 and 1.0. 670 

For each candidate threshold, and for each FOV in test set, the importance mask was binarized and used to 671 

introduce noise to the bright-field image: voxels falling below the threshold were considered non-essential and 672 

subjected to noise, while voxels above the threshold were preserved as is. The Pearson correlation coefficient 673 

(PCC) between the predictions derived from the noisy and unperturbed bright-field images was computed to 674 
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quantify the “mask efficacy”. An organelle-specific threshold was empirically set as the smallest value for which 675 

the mean mask efficacy fell below 0.87. This procedure ensures that the binary explanation signature balances 676 

minimal coverage of voxels deemed “important”, i.e., sparser explanation signatures, with the maintenance of 677 

high predictive fidelity from the derived noisy bright-field image. Fig. S16 depicts mask efficacy as a function of 678 

the explanation signature threshold for the ten organelles presented in this study. 679 

Visualization of a representative focal plane 680 

For each field of view presented in this manuscript, we manually selected a single z-slice that best captured the 681 

cells in focus to ensure optimal visual clarity. 682 

Implementation and benchmarking of gradient-based alternative explanation methods for image-to-image 683 

translation 684 

We adapted GradCAM40 and Guided Backpropagation41, originally developed for image classification, to our in 685 

silico labeling setting by following a procedure similar to the “SEG-GRAD-CAM” approach described in 686 

Vinogradova et al53. First, instead of focusing on a single class logit as in classification models, we treated each 687 

organelle’s fluorescence prediction voxel as an equivalent “class score” in the U-Net. For GradCAM, we targeted 688 

the final encoder layer (the bottleneck of the 3D U-Net) and computed the gradients of the predicted organelle 689 

signals with respect to the corresponding feature maps. Following Vinogradova et al., we aggregated these 690 

gradients to determine channel-wise importance weights and generated heatmaps by taking the weighted sum of 691 

the activation maps. A ReLU function was then applied to emphasize regions that contribute positively to the 692 

prediction. For Guided Backpropagation, we computed partial derivatives of the predicted fluorescence signal 693 

with respect to the bright-field input intensities, applying the same modifications described by Springenberg et 694 

al50.  695 

To systematically benchmark Mask Interpreter versus GradCAM and Guided Backpropagation we conducted a 696 

noise perturbation test. For each noise level, from 0% to 100%, and for each FOV, we used binary search to 697 

identify a threshold that would yield the specified fraction of voxels in the corresponding importance 698 

mask/gradient map. We then applied Gaussian noise exclusively to those voxels in the bright-field image and 699 

performed in silico labeling inference. This procedure was repeated for each FOV from the test set (up to 10 700 

FOVs) for each organelle-specific model. The resulting mask efficacy between the noisy and unperturbed 701 

predictions were plotted against the percentage of noised voxels (Fig. 3E), allowing a direct comparison of how 702 

well each explainability method preserves prediction accuracy under increasing noise levels. 703 

Quantification of in silico labeling results of Mitotic vs Interphase cell state 704 

We analyzed 16 and 11 test set FOVs for the nuclear envelope and microtubules, respectively. These two 705 

organelles are known to change their structure and organization during mitosis in a manner hampering their in 706 
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silico labeling31 and was used here to demonstrate association between non-sterotypical explanation signatures 707 

and deteriorated in silico labeling. For each single cell we used its accompanied segmentation to generate a cell-708 

specific binary mask that isolated the cell from its neighbors. This mask was then element-wise multiplied with 709 

both the fluorescence (ground truth) and in silico prediction channels. The resulting volumes were cropped to the 710 

3D bounding box of the mask to create tightly bounded single-cell images. Cells intersecting FOV boundaries 711 

were excluded due to missing metadata in the WTC-11 dataset. Using the cell_stage metadata cells were 712 

categorized into interphase or mitotic stages. This procedure yielded approximately 160 single cells per 713 

organelle. The Pearson correlation coefficient (PCC) was subsequently calculated between the masked prediction 714 

and ground truth voxels.  715 

Spatial PCC visualization 716 

Spatial PCC visualization (e.g., Fig. 4D) was computed by partitioning the FOV using a sliding window of size 717 

64×64x16 pixels in the x, y, and z dimensions, respectively, with an overlap of 16 × 16 × 1 pixels. 718 

Spatial PCC was computed between the in silico labeled and ground truth voxel intensities for each window and 719 

averaged for each voxel across all the overlapping windows that involved that voxel.  720 

Detection of batch effects  721 

We compiled 1,821 FOVs pooled across 18 imaging batches, where an 'imaging batch' was defined as each one 722 

of 18 genetically edited cell lines, where each was fluorescently tagged for a specific organelle marker and 723 

imaged under the same imaging pipeline. Mask efficacy was computed for each FOV as the PCC between the in 724 

silico predictions obtained from the unperturbed and from the noisy bright-field image. We identified an imaging 725 

pipeline as a putative batch effect when the corresponding FOVs consistency reported low mask efficacies 726 

compared to held-out test FOVs of the training batch (e.g., Fig. 5D). A putative batch effect was verified 727 

according to its FOVs’ in silico labeling performance (e.g., Fig. 5E). Statistical significance was assessed at the 728 

FOV level, for each organelle model and imaging pipeline. Values from each pipeline were compared with the 729 

corresponding organelle-specific imaging batch test set distribution using a one-sided Mann-Whitney U test. The 730 

null hypothesis was that the pipeline distribution was not shifted toward lower values than the test set 731 

distribution. Rejection of this null hypothesis indicated that FOVs acquired with the tested pipeline had 732 

significantly lower mask efficacy or in silico labeling performance than the test set control. 733 

Density Resampling Estimate of Mutual Information (DREMI) 734 

The joint distribution of the mask efficacy and the in silico labeling concentrate in a narrow range of values (e.g., 735 

Fig. 5C) and thus obscure the true dependency between these parameters across their full dynamic range. To 736 

remedy this limitation we applied Density Resampled estimate of Mutual Information, DREMI44, which 737 

estimates the in silico labeling distribution conditioned on the partitioning of mask efficacies to evenly spaced 738 
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bins. DREMI was computed using kernel density estimation (KDE) method to derive joint and conditional 739 

probability distributions44 740 

(9) 𝐷𝑅𝐸𝑀𝐼 =  𝐻(𝑋) −  𝐻(𝑋|𝑌) 741 

where 𝐻(𝑋) represents the marginal entropy, and 𝐻(𝑋|𝑌) is the conditional entropy of the in silico labeling 742 

accuracy given the mask efficacy score.  743 

Supervised quality assessment  744 

Architecture and training of the confidence models 745 

We finetuned the 3D ResNet-18 architecture ‘r3d_18’73, that was pretrained on the Kinetics Human Action 746 

Video Dataset74. This architecture was selected because it was suitable for 3D images, showed good results on 747 

medical image segmentation tasks75, and because similar approaches succeeded in related tasks such as assessing 748 

segmentation quality control76. The model was adapted for two-channel input of the in silico labeling and its 749 

corresponding importance mask, by adapting the initial convolutional layer to accept 2-channel volumetric 750 

data. The final classification head was replaced with a regression module comprising two fully connected 751 

layers (512→128→1), with ReLU activations. The model outputs a scalar between 0 and 1 that is the 752 

estimated error of the in silico labeling prediction in terms of the absolute PCC deviation between the in silico 753 

labeling prediction and fluorescent ground truth. During training, the confidence model was optimized to 754 

minimize the Mean Squared Error (MSE) between the true and the predicted error, defined as 1 - PCC between 755 

the predicted patch and the original fluorescence image. Three fine-tuning strategies were evaluated: (1) training 756 

only the added regression layers. (2) fine-tuning the final residual stage of the model’s backbone together with 757 

the regression layers. (3) training the entire model. In the partial fine-tuning configuration (configuration 2), all 758 

parameters in the fourth residual stage (layer4) and the added fully connected layers (fc1 and fc2) were trained, 759 

whereas the stem and the first three residual stages (layer1–layer3) were frozen. Partial fine-tuning yielded the 760 

best tradeoff between performance and generalization. Fig. 6A provides a schematic of the confidence model 761 

pipeline.  762 

Data partitioning for confidence model training 763 

Since the confidence model is trained using outputs generated by the in silico labeling model and by the Mask 764 

Interpreter model, it is essential to maintain consistent train-test splits such that FOVs that were used for 765 

evaluating these models are not exposed to the confidence model during training. Thus, we preserved the original 766 

Mask Interpreter models’ train-test partitioning to prevent data leakage. Train-test partitioning was performed at 767 

the FOV level, and patches were subsequently extracted from each FOV to train the confidence model as 768 

explained above.  769 
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Confidence model evaluation 770 

We evaluated the supervised confidence model using metrics that measure the difference between the predicted 771 

and the true in silico labeling errors, namely Mean Squared Error, Pearson Correlation Coefficient and R2. In 772 

addition, we performed an ablation experiment to confirm that the inclusion of the importance mask contributes 773 

to the model by comparing it to a single-channel confidence model that predicts the in silico labeling error using 774 

the in silico labeling prediction. To directly compare two confidence measurements or models, we used a paired 775 

model-comparison analysis. For each image patch i and confidence measure m, we calculated the absolute error 776 

between the estimated in silico labeling performance and the measured performance:  777 

(10) 𝑒𝑚,𝑖 = |𝑃𝐶𝐶̂𝑚.𝑖 − 𝑃𝐶𝐶𝑖|  778 

where 𝑃𝐶𝐶̂𝑚.𝑖 is the PCC estimated by confidence measure m, and 𝑃𝐶𝐶𝑖 is the measured Pearson correlation 779 

between the in silico labeling prediction and the corresponding fluorescence image. We then compared two 780 

confidence measures by calculating:  781 

(11) 𝛥𝑒𝑖 = 𝑒2,𝑖 − 𝑒1,𝑖 782 

Threshold selection for classifying low confidence in silico labeling regions 783 

We manually selected a per-FOV threshold to visualize low-quality predicted and ground-truth-verified in silico 784 

labeling regions (e.g., Fig. 6C). The thresholds were selected to highlight low-confidence regions while avoiding 785 

excessive background or scattered noise.  786 

Extracting single-cells from FOVs 787 

We adapted the analysis to predict the in silico labeling performance at single cell resolution. First, we followed 788 

our FOV-scale standard in silico labeling inference pipeline: generating volumetric predictions from overlapping 789 

3D patches, and then merging them into a full FOV prediction using weighted averaging with triangular weights 790 

(as described above). Next, we extracted individual cell masks within each FOV (as described above) and used 791 

those masks on the in silico labeling, fluorescence ground truth, explanation masks generated by the Mask 792 

Interpreter and confidence scores. 793 

Organelle segmentation quality control analysis 794 

Organelle segmentation followed the pipelines provided by the Allen Institute for Cell Science through their 795 

Structure Segmenter77. The fluorescence ground-truth segmentations were available as part of the Allen 796 

Institute’s dataset. Organelles chosen for this analysis were the nuclear envelope, the nucleoli and the 797 

microtubules, for which the Allen Institute segmentation pipeline produced reliable ground-truth masks. To 798 

quantify model performance at the single-cell level, we evaluated predicted organelle labels within segmented 799 

regions of interest (ROIs). Each ROI corresponded to an individual cell, and for every cell we computed overlap-800 

based segmentation metrics between the predicted segmentation and the corresponding ground-truth 801 
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segmentation. Because the 3D fluorescence signal of a cell is not uniformly informative across the z-axis, we 802 

first identified the 16 most informative slices per cell. These “peak-signal slices” were defined as the contiguous 803 

z-window with the highest integrated fluorescence intensity within the cell mask. This approach focused the 804 

evaluation on the region of the volume in which the organelle structure was most visible and well resolved, while 805 

avoiding planes with little or no relevant signal, such as out-of-focus or empty slices. For each metric, 806 

performance was computed across these 16 slices and summarized as the mean value per cell. 807 

Using these cell-level metrics, including IoU and Dice, we examined whether predicted confidence stratified 808 

downstream segmentation quality. For each organelle, cells were divided into confidence quartiles, with Q1 809 

corresponding to the lowest-confidence cells and Q4 to the highest-confidence cells. To test whether low 810 

confidence identified poor segmentation performance, metric values in Q1 were compared with those in the 811 

pooled Q2–Q4 group using a one-sided Mann–Whitney U test78, with the alternative hypothesis that 812 

segmentation performance was higher in Q2–Q4. Cliff’s δ79 was calculated as a non-parametric measure of effect 813 

size. Because one prespecified comparison was performed within each organelle, no within-organelle multiple-814 

comparison correction was applied.  815 
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Data and Code availability 816 

Mask Interpreter source code is publicly available on GitHub. The core implementation is available at 817 

https://github.com/zaritskylab/MaskInterpreter. A companion repository, 818 

https://github.com/zaritskylab/MaskInterpreter-Applications, provides the supervised confidence model 819 

implementation and the single-cell Mask Interpreter application workflow. The trained Tensorflow in silico 820 

labeling and Mask Interpreter models, example data, and the train-test split files are available at Zenodo: 821 

https://zenodo.org/records/18590674. The trained supervised confidence models and precomputed result arrays, 822 

together with the models and example data required for the single-cell Mask Interpreter workflow, are available 823 

at https://doi.org/10.5281/zenodo.20522083. 824 
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Supplementary Information 1004 

Supplementary Figures 1005 

 1006 

Figure S1. Reproduction of the in silico labeling results reported in Ounkomol et al.(A-B) Box plots show the median and 1007 
interquartile range (IQR); whiskers extend to the most extreme values within 1.5 × IQR. Outliers are shown as white circles only on 1008 
bottom panel (A) Distribution of the field-of-view-level Pearson correlation coefficients (PCC) between fluorescence ground truth and 1009 
in silico labeling predictions across subcellular structures), generated using data from Ounkomol et al.7. Adapted with permission from 1010 
Springer Nature: Nature Methods (Ounkomol et al., 2018). (B) In silico labeling replication results across 10 organelles (Methods). The 1011 
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range of test FOVs for each organelle was 8-14. Note, that the specific images used in A were not reported in Ounkomol et al.7 1012 
hampering the possibility for using the exact same images for replication. 1013 

 1014 

 1015 

Figure S2. Ablation analysis. (A–C) Quantitative evaluation of the contribution of each of the three loss terms to a Mask Interpreter 1016 
model trained to explain the mitochondria in silico labeling model. The weights for each loss term are marked with a letter: target score 1017 
with ‘T’, similarity maximization with ‘S’, and mask minimization with ‘M’. Each ablation experiment trained a Mask Interpreter 1018 
model after deviating one of the loss terms’ weights, while fixing the weights of the other loss terms. We selected the mitochondria for 1019 
the ablation study because its in silico model used vast spatial context around the organelle (see Fig. 2B) and thus we hypothesized that 1020 
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different S,T, and M weights will alter the mask interpreter outcome. Three metrics were evaluated for each loss weights configuration: 1021 
(1) Structural fidelity. The Pearson correlation coefficient (PCC) between the in silico predictions from the noisy and the unperturbed 1022 
bright-field images (higher is better), (2) Intensity consistency. The mean squared error (MSE) between the in silico predictions from 1023 
the noisy and the unperturbed bright-field images (lower is better), and (3) Mask minimization. The fraction of pixels above a threshold 1024 
of 0.2 in the importance mask (lower is better). Importantly, low quality in silico labeling from the noisy image (i.e., low structural 1025 
fidelity and/or high intensity consistency) implies that the importance mask does not encode the bright-field voxels’ importance and 1026 
thus cannot provide a reliable visual explanation. (A) Ablation (T = 0, blue) versus inclusion (T = 6, orange) of the target score loss 1027 
term across different weights for the mask minimization loss term (M = 1, 1.5, 2.5, 4). Ablation of the target score loss reduced 1028 
structural fidelity and intensity consistency but improved the mask minimization. (B) Ablation (S = 0, orange) versus inclusion (S = 1, 1029 
blue) of the similarity maximization loss term. Ablation of the similarity maximization loss maintained structural fidelity, but degraded 1030 
the intensity consistency by an order of magnitude, and improved the mask minimization. (C) Ablation (M = 0, blue) versus inclusion 1031 
(M = 1, orange) of the mask minimization loss term. Ablation of the mask minimization loss trivially preserved perfect structural 1032 
fidelity and intensity consistency, at the cost of a maximal, non-informative mask that covers the entire image. (D) A representative in-1033 
focus z-slice for mitochondria for different loss configurations (columns). Top row: The explanation signature (cyan) is overlaid on the 1034 
bright-field image. Middle row: The corresponding in silico prediction from the noisy bright-field image (“noisy prediction”). Bottom 1035 
row: In silico labeling from the unperturbed bright-field image (“prediction”), and the corresponding fluorescence ground truth. Loss 1036 
configurations that violate either structural fidelity (S=1, T=0, M=4) or intensity consistency (S=0, T=6, M=1) result in degraded in 1037 
silico labeling from the noisy bright-field, whereas the full loss formulation (S=1, T=6, M=1 and S=1, T=6, M=4) yields interpretable 1038 
explanation signatures while preserving prediction fidelity. Scale bars = 10 μm. 1039 

 1040 
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 1041 

Figure S3. Examples of Mask Interpreter explanation signatures across organelles. Manually selected in-focus z-slices in 1042 
representative fields of view (columns) demonstrating the consistency of the Mask Interpreter’s explanation signatures across six 1043 
organelles. Rows display (top-to-bottom): the bright-field image overlaid with the binarized importance mask; the in silico labeling 1044 
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prediction from the noisy input; the prediction from the unperturbed input; the ground-truth fluorescence. Thresholds used for mask 1045 
binarization: (A) nucleoli = 0.6, (B) mitochondria = 0.2, (C) plasma membrane = 0.4, (D) actin filaments = 0.2, (E) microtubules = 0.1, 1046 
(F) nuclear envelope = 0.2. Scale bars = 10 μm. 1047 

 1048 
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 1049 
Figure S4. Examples of Mask Interpreter explanation signatures across organelles in 3D. Axial slices from representative 3D 1050 
fields of view (columns). Rows display (top-to-bottom): the bright-field image overlaid with the binarized importance mask; the in 1051 
silico labeling prediction generated from the noisy input; the prediction from the unperturbed input; the ground-truth fluorescence. 1052 
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Thresholds used for mask binarization: (A) nucleoli = 0.6, (B) mitochondria = 0.2, (C) plasma membrane = 0.4, (D) actin filaments = 1053 
0.2, (E) microtubules = 0.1, (F) nuclear envelope = 0.2. Scale bars = 10 μm. 1054 

 1055 

 1056 

Figure S5. Single cell-centric in silico labeling of the nuclear envelope does not rely on the nucleus. Manual introduction of noise 1057 
in the bright-field image regions corresponding to the nuclear interior of 4 representative cells did not hamper the single cell-centric in 1058 
silico labeling of the nuclear envelope. Top panels: noise was manually added to the bright-field image regions corresponding to the 1059 
nuclear interior (green) that did not intersect with the single cell-centric Mask Interpreter’s explanation signatures (cyan). Bottom 1060 
panels: the single cell-centric in silico labeling prediction of the corresponding noisy bright-field images had a minimal effect, 1061 
qualitatively and quantitatively according to the corresponding mask efficacies, defined as the Pearson correlation between the 1062 
unperturbed and the noisy predictions.  1063 
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 1064 

Figure S6. Examples of Mask Interpreter explanation signatures across organelles. Manually selected in-focus z-slices in 1065 
representative fields of view (columns) demonstrating the consistency of the Mask Interpreter’s explanation signatures across four 1066 
organelles. Rows display (top-to-bottom): the bright-field image overlaid with the binarized importance mask; the in silico labeling 1067 
prediction from the noisy input; the prediction from the unperturbed input; the ground-truth fluorescence. Thresholds used for mask 1068 
binarization: (A) endoplasmic reticulum = 0.4, (B) DNA = 0.3, (C) actomyosin bundles = 0.02, (D) Golgi = 0.3. Scale bars = 10 μm. 1069 
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 1072 

Figure S7. Examples of Mask Interpreter explanation signatures across organelles in 3D. Axial slices from representative 3D 1073 
fields of view (columns). Rows display (top-to-bottom): the bright-field image overlaid with the binarized importance mask; the in 1074 
silico labeling prediction generated from the noisy input; the prediction from the unperturbed input; the ground-truth fluorescence. 1075 
Thresholds used for mask binarization: (A) endoplasmic reticulum = 0.4, (B) DNA = 0.3, (C) actomyosin bundles = 0.02, (D) Golgi = 1076 
0.3. Scale bars = 10 μm. 1077 
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Figure S8. Mask Interpreter predicts batch effects in some organelles, but not others. (A-H) Box plots of FOVs’ mask efficacies 1079 
across four imaging pipelines for eight organelles. Notably, each organelle was acquired using only one of the imaging batches by using 1080 
one of four imaging pipelines and thus the fluorescence ground truth is absent. Boxes indicate the interquartile range with the median 1081 
shown as the center line; whiskers extend to 1.5× the interquartile range (outliers not shown). While most pipelines exhibit comparable 1082 
mask efficacy values, there’s a drop in mask efficacy for 5 out of 8 organelles for imaging pipeline 4.4, indicating a workflow-specific 1083 
deviation in the bright-field input distribution. For each imaging pipeline, mask efficacy values were compared with the corresponding 1084 
test set distribution of the relevant organelle using a one-sided Mann–Whitney U test, testing whether the pipeline showed lower mask 1085 
efficacy than the test set. The test set was the same test set used for the Mask Interpreter and in silico labeling models. Imaging pipeline 1086 
used to acquire each organelle test set FOVs is mentioned in parentheses in the x-axis. Test set controls included N = 15, 7, 8, 8, 18, 16, 1087 
11, 10 FOVs, for nucleoli, endoplasmic reticulum, Golgi, actomyosin bundles, mitochondria, nuclear envelope, microtubules, actin 1088 
filaments respectively, and the different pipelines included N = 641, N = 465, N = 446, and N = 116 FOVs for pipelines 4.0, 4.1, 4.2, 1089 
and 4.4, respectively, **P < 0.01. (I) Summary table reporting the fold changes (FC) and the corresponding P-values for each 1090 
organelle–pipeline comparison. Statistical significant decrease in mask efficacy is marked in bold. 1091 
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Figure S9. Visual assessment of potential batch effects in imaging pipeline 4.4 across organelles: in silico labeling predictions 1094 
and their corresponding Mask Interpreter’s explanation signatures and mask efficacies. Each paired row shows two 1095 
representative fields of view of a specific organelle and imaging pipelines (left-to-right): the bright-field image, the corresponding in 1096 
silico labeling prediction, and the Mask Interpreter’s explanation signature. Consistent with the quantitative results in Fig. S8, for some 1097 
organelles pipeline 4.4 shows lower Mask efficacies (ME) that were associated with visual degradation of the in silico labeling quality, 1098 
and non-stereotypical explanation signatures. Scale bar = 15 μm. 1099 

 1100 

 1101 

Figure S10. DREMI comparison between supervised confidence and mask efficacy. Each point represents one organelle and shows 1102 
the DREMI between the true patch-level PCC and either mask efficacy (x-axis) or the supervised confidence model prediction (y-axis). 1103 
The dashed line is the diagonal Y = X , indicating equal performance; points above the line favor the supervised model, whereas points 1104 
below the line favor mask efficacy. 1105 
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1106 
Figure S11. Ablation study comparing supervised confidence models with and without importance mask. For each organelle, 1107 
performance differences were computed in a paired model-comparison analysis. The y-axis shows the difference in absolute PCC error 1108 
between the compared confidence measures/models. Values above zero indicate better performance of the confidence model with the 1109 
importance mask as input. The statistical test evaluates whether the observed performance difference between the compared confidence 1110 
measures/models is larger than expected by random variation. *P < 0.05, **P < 0.01, ***P < 0.001, ****P < 0.0001 . Box plots show 1111 
the median and interquartile range (IQR); whiskers extend to the most extreme values within 1.5 × IQR. The red dashed horizontal line 1112 
marks zero difference between the compared confidence measures/models. 1113 
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Figure S12. Supervised confidence modeling identifies image regions with poor in silico labeling at inference. Overlay 1116 
visualizations showing representative in silico labeling confidence scores (top) and the corresponding ground truth in silico labeling 1117 
errors (bottom) on top of the in silico labeling predictions for the DNA (A, threshold=0.43), mitochondria (B, threshold=0.3), Actin 1118 
Filaments (C, threshold=0.37) and Endoplasmic Reticulum (D, threshold=0.37) confidence is measured by 1 minus the PCC between in 1119 
silico prediction and ground truth fluorescence image. Red regions indicate low confidence (top) and poor in silico labeling 1120 
performance (bottom). Visual assessment indicates association between low confidence and poor in silico labeling performance. Scale 1121 
bar = 15 μm.  1122 

 1123 

 1124 

Figure S13. The confidence model accurately predicts in silico labeling quality across organelles. Systematic evaluation of the 1125 
confidence model for the: DNA (A, 810 patches), mitochondria (B, 972 patches), actin filaments (C, 540 patches) and the endoplasmic 1126 
reticulum (D, 378 patches) using DREMI analysis of the predicted versus ground truth in silico labeling PCC. DREMI scores (A to D): 1127 
0.80, 0.66, 0.69, 0.66. 1128 
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 1129 

Figure S14. Single cell semantic confidence associates with the Dice Coefficient between the segmented in silico labeling and the 1130 
corresponding segmented fluorescence image. Analysis presented for three organelles, in accordance with Fig. 7B-C: Nuclear 1131 
Envelope (143 cells), nucleoli (176 cells), and microtubules (33 cells). (A) Conditional density (DREMI) between the single cell 1132 
semantic confidence (x-axis) and the Dice Coefficient (left-to-right): 0.47, 0.80, 0.51. (B) Cells were grouped into quartiles (Q1–Q4) 1133 
based on their semantic confidence scores, with Q1 corresponding to the lowest confidence and Q4 to the highest. Boxes indicate the 1134 
interquartile range, center lines indicate the median, and whiskers extend to 1.5× the interquartile range (outliers not shown). Dice 1135 
coefficient was higher in the pooled Q2–Q4 cells than in Q1 cells for all three organelles: Nuclear Envelope (median: 0.420 versus 1136 
0.219; one-sided Mann–Whitney U = 2897.5, p = 3.0 × 10⁻⁶; Cliff’s δ = 0.504), nucleoli (0.803 versus 0.690; U = 4822, p = 2.85 × 1137 
10⁻¹¹; Cliff’s δ = 0.660), and microtubules (0.193 versus 0.157; U = 182, p = 1.48 × 10⁻³; Cliff’s δ = 0.685).  1138 
 1139 
 1140 
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Figure S15. Determination of the Gaussian’s noise standard deviation (σ). Organelle-specific plots show the Pearson correlation 1142 
coefficient (PCC) between in silico labeling predictions from the unperturbed and the noisy bright-field images as a function of the 1143 
Gaussian noise (σ) included. For each organelle we selected σ (vertical green dashed lines) as the smallest value where the PCC drops 1144 
below 0.2 (horizontal red dashed line), ensuring sufficient noise to identify non-essential regions without overwhelming the image. 1145 
 1146 

 1147 
Figure S16. Threshold determination for generating binary explanation signatures. For each of the ten organelles examined, 1148 
thresholds ranging from 0.0 to 1.0 were applied to the importance masks produced by the Mask Interpreter. Voxels below the threshold 1149 
were considered non-essential and were noised. The mask efficacy between the in silico labeling from the noisy and unperturbed bright-1150 
field image was computed. The chosen threshold (vertical green dashed line) for each organelle corresponds to the first point at which 1151 
the mask efficacy fell below 0.87 (horizontal red dashed line), ensuring that the resulting binary explanation signature minimizes 1152 
coverage while maintaining prediction fidelity.  1153 
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Supplementary Tables 1154 

Organelle Nucleoli DNA  Nuclear 

envelope 

Microtubules Mitochondria Endoplasmic 

reticulum 

Golgi Plasma 

membrane 

Actin 

filaments 

Actomyosin 

bundles 

In silico 

labeling 

performance 

High Medium High High Medium Medium Low Medium Medium Low 

Cell 

localization 
Nuclear Nuclear Nuclear 

periphery 
Cytoplasm Cytoplasm Cytoplasm Cytoplasm Cell 

periphery 
Cell 
periphery 

Cell 
periphery 

 1155 
Table S1. Summary of the organelles’ localization and their in silico labeling performance. Ten organelles were selected to span a 1156 
range of structures, cellular localization38, and in silico labeling performances9.  1157 

 1158 

Organelle Nucleoli DNA  Nuclear 

envelope 

Microtubules Mitochondria Endoplasmic 

reticulum 

Golgi Plasma 

membrane 

Actin 

filaments 

Actomyosin 

bundles 

Interpretation 

of the Mask 

Interpreter’s 

explanation 

signature 

Organell

e and 

localized 

spatial 

context 

around it 

Nuclei and 

broad 

spatial 

context 

surroundin

g them  

Nucleus 

and spatial 

context 
around the 

organelle 

Negative 

spatial 

context 

within large 

image 

regions that 

do not 

include the 

organelle 

organelle 

along with the 

spatial 

context of 

most of the 

cytoplasm 

Negative 

spatial 

context 

within large 

image 

regions that 

do not 

include the 

organelle 

Negative 

spatial 

context 

within 

large 

image 

regions 

that do not 

include the 

organelle 

Negative 

spatial 

context 
within 

large 

image 
regions 

that do not 

include the 
organelle 

Negative 

spatial 

context 
within 

large 

image 
regions 

that do 

not 
include 

the 

organelle 

Negative 

spatial 

context 
within large 

image 

regions that 
do not 

include the 

organelle 

 1159 
Table S2. Interpretation of the Mask Interpreters’ explanation signatures. The table summarizes what were the regions in the 1160 
bright-field image that drive the in silico labeling according to our interpretation of the corresponding explanation signatures. 1161 

 1162 

Organelle Nucleoli DNA  Nuclear 

envelope 
Microtubules Mitochondria Endoplasmic 

reticulum 

Plasma 

membrane 
Actin filaments 

Mask efficacy 0.1090 0.0622 0.0093 0.0189 0.0242 0.0339 0.0900 0.0203 

Confidence 

model (in 

silico labeling) 

0.0093 0.0146 0.0048 0.0062 0.0026 0.0049 0.0105 0.0089 

Confidence 

model (in 

silico labeling 

+ importance 

mask) 

0.0061 0.0131 0.0043 0.0060 0.0024 0.0044 0.0100 0.0081 

Table S3. Benchmarking confidence models using the Mean squared error (MSE) metric. MSE between the predicted and the true 1163 
in silico labeling quality for each organelle. Benchmarking mask efficacy, the supervised model that received the in silico labeled patch 1164 
as input, and the supervised model that received both the in silico labeled patch and the Mask Interpreter-derived importance mask as 1165 
input. Bold indicates the best-performing model for each organelle (lowest MSE). 1166 

 1167 

Organelle Nucleoli DNA  Nuclear 

envelope 

Microtubules Mitochondria Endoplasmic 

reticulum 

Plasma 

membrane 

Actin filaments 

Mask efficacy 0.8720 0.2530 0.6230 0.6740 0.5660 0.6310 0.5020 0.6250 
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Confidence 

model (in 

silico labeling) 

0.8690 0.7070 0.6660 0.7300 0.7100 0.7020 0.4490 0.6220 

Confidence 

model (in 

silico labeling 

+ importance 

mask) 

0.9160 0.7360 0.7050 0.7310 0.7290 0.7150 0.5220 0.6540 

Table S4. Benchmarking confidence models using the Pearson correlation coefficient (PCC) metric. PCC between the predicted 1168 
and the true in silico labeling quality for each organelle. Benchmarking mask efficacy, the supervised model that received the in silico 1169 
labeled patch as input, and the supervised model that received both the in silico labeled patch and the Mask Interpreter-derived 1170 
importance mask as input. Bold indicates the best-performing model for each organelle (highest PCC). 1171 

 1172 

Organelle Nucleoli DNA  Nuclear 

envelope 
Microtubules Mitochondria Endoplasmic 

reticulum 

Plasma 

membrane 
Actin filaments 

Mask efficacy 0.7076 -1.1942 -0.2023 -0.5022 -3.6639 -2.9796 -6.4430 -0.5070 

Confidence 

model (in 

silico labeling) 

0.7504 0.4854 0.3834 0.5042 0.4939 0.4281 0.1345 0.3398 

Confidence 

model (in 

silico labeling 

+ importance 

mask) 

0.8364 0.5382 0.4381 0.5225 0.5288 0.4774 0.1738 0.4003 

Table S5. Benchmarking confidence models using the Coefficient of determination (R-squared) metric. R-squared between the 1173 
predicted and the true in silico labeling quality for each organelle. Benchmarking mask efficacy, the supervised model that received the 1174 
in silico labeled patch as input model, and the supervised model that received both the in silico labeled patch and the Mask Interpreter-1175 
derived importance mask as input. Bold indicates the best-performing model for each organelle (highest R-squared). 1176 

 1177 
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